Kubernetes

Kubernetes 1a dy 4n ma ngudn mé dé quan 1y cac container: automating deployment, scaling,
and management cac rng dung trén container. (Tao, stra, x04, x&p lich(schedule), mo rong
(scale)...) trén nhiéu may).

Kubernetes viét tit 1a k8s.

Kubernetes hd trg cac cong nghé container la docker va rkt.

Céc tign ich ma k8s mang lai cho ching ta:

e Trién khai ing dung mot cach nhanh chong.
e Scale tng dung dé dang.

e Lién tuc dua ra cac tinh nang moi.

e Tbiuu hoa viée str dung tai nguyén.

1. Cac khai niém trong K8S.
1.1 Pod

e Podla 1 nhém (1 tré I€n) cac container chira img dung cung chia s€ cac tai nguyén luu
trit, dia chi ip...

e Pod co thé chay theo 2 cach sau:

o Pods that run a single container.: 1 container twong ing véi 1 pod.

o Pods that run multiple containers that need to work together.: Mot Pod c6 thé
la mdt ing dung bao gém nhiéu container dugc két ndi chat ché va can phai chia
sé tai nguyén voi nhau gitra cac container.

 Pods cung cip hai loai tai nguyén chia sé cho cac containers: networking va storage.

« Networking: Mdi pod s& duogc cip 1 dia chi ip. Cac container trong ciing 1 Pod cling chia
s€ network namespace (dia chi ip va port). Cac container trong cung pod c6 thé giao tiép
v6i nhau va co thé giao tiép vdi cac container & pod khac (use the shared network
resources).

« Storage: Pod co thé chi dinh mot shared storage volumes. Céc container trong pod c6 thé
truy cdp vao volume nay.

1.2 Replication Controllers

« Replication controller ¢am bao rang s6 lwong cac pod replicas da dinh nghia luén luon
chay du so lugng tai bat ki thoi diém nao.



« Théng qua Replication controller, Kubernetes s& quan 1y vong doi ctia cac pod, bao gdm
scaling up and down, rolling deployments, and monitoring.

1.3 Services

e Vipod c6 tudi tho ngan nén khong dam bao vé dia chi IP ma chung duoc cung cap.

e Service 1a khai ni€ém dugc thyc hi¢n boi : domain name, va port. Service s€ tu dong "tim"
cac pod duge danh label phu hop (trang véi label cua service), r6i chuyén cac connection
toi do.

e Néu tim duoc 5 pods thoa mi label, service s& thuc hién load-balancing: chia connection
tdi tung pod theo chién lugc duge chon (VD: round-robin: lan luot vong tron).

e Mbi service s& dugc gan 1 domain do nguoi dung lwa chon, khi irng dung can két nbi dén
service, ta chi can dung domain 14 xong. Domain duoc quan 1y boi hé thong name server
SkyDNS no1 bd cua k8s - mdt thanh phﬁn s€ duoc cai khi ta cai k8s.

« Daiy la noi ban ¢ thé dinh cu hinh cin bang tai cho nhiéu pod va expose cac pod do.

1.4 VVolumes

Volumes thé hién vi tri noi ma cac container c6 thé truy cap va luu trir thong tin.
o Volumes c6 thé 1a local filesystem,local storage, Ceph, Gluster, Elastic Block Storage,..

e Persistent volume (PV) la khai niém dé dua ra mot dung lwong luu trit THUC TE 1GB,
10GB ...

e Persistent Volurpe claim (PVC) 1a khai ni¢m do, dua ra mot dung luong CAN THIET, ma
ung dung yéu cau.

Khi 1 PV thoa min yéu ciu cta 1 PVC thi chung "match" nhau, roi "bound" (budc / két ndi) lai
vo1 nhau.

1.5 Namespaces

o Namespace hoat dong nhu mot co ché nhom bén trong Kubernetes.

« Céc Services, pods, replication controllers, va volumes cé thé dé dang cong tac trong
cung mQt namespace.

« Namespace cung cap mot mirc d6 c¢b 1ap voi cac phan khac cua cluster.
1.6 ConfigMap (cm) - Secret

« ConfigMap la giai phap dé nhét 1 file config / dit cac ENVironment var hay set cac
argument khi goi cau 1énh. ConfigMap 1a mdt cuc config, ma pod nao can, thi chi dinh la
no can - gitp dé dang chia sé file ciu hinh.

o secret ding dé Iwu trit cac mat khau, token, ... hay nhirng gi can giit bi mat. N6 nam bén
trong container.



1.7 Labels - Annotations

Labels: La cac cap key-value dugc Kubernetes dinh kém vao pods, replication

controllers,...

Annotations: You can use Kubernetes annotations to attach arbitrary non-identifying
metadata to objects. Clients such as tools and libraries can retrieve this metadata.

Labels can be used to select objects and to find collections of objects that satisfy certain
conditions. In contrast, annotations are not used to identify and select objects.
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2.1.1 API server

e API server la noi tiép nhén céc lénh REST dugc st dung dé kiém soat cluster.

e N6 xtr Iy cac yéu cau, xac nhan chang, thyc hién cac rang budc.

o Trang thai két qua phai duoc duy tri & mot noi ndo d6, va diéu d6 dua ching ta dén thanh
phan ti€p theo cua nut chinh.

2.1.2 etcd storage

e eted: mot co so dit liéu key-value ¢ tinh kha dung cao, phan phdi va nhat quéan sir dung
de tim kiém dich vu.

e N6 chu yéu dugc su dung dé chia sé cac cu hinh va kham pha dich vu (service
discovery).

o Vidu vé dit liéu duoc luu trit boi Kubernetes trong etcd la cac cong viéc dugc 1én ké
hoach (jobs being scheduled), tao va trién khai pod, services, namespaces, replication
information,..

2.1.3 Scheduler
« Pam nhiém chuc ning 1a trién khai cic pods, services 1én cac nodes.
« Scheduler nim cac thong tin lién quan dén cac tai nguyén c6 sin trén cac thanh vién cua

cluster, cling nhu cac yéu cau can thiét cho dich vu cAu hinh dé chay va do d6 co thé
quyét dinh noi trién khai mdt dich vu cu thé.

2.1.4 controller-manager

« Sir dung api server dé co6 thé xem trang thai cta cluster va tir d6 thuc hién cac thay doi
chinh x4ac cho trang thai hién tai dé trd thanh mot trang thai mong mudn.

« Vidu Replication controller c¢6 chirc ning dam bao rang s6 lwong cac pod replicas da
dinh nghia luon ludn chay du sd luong tai bat ki thoi diém nao.

2.2 Worker node

e Lanoima céac pod s€ chay.
e Chura tat ca cac dich vu can thiét dé quan ly két ndi mang gilra cac container, giao ti€p vdi
master node, va gan céc tai nguyén cho céc container theo ké hoach.

2.2.1 Docker

e La mdi truong dé chay cac container.

2.2.2 kubelet



o kubelet liy cau hinh thong tin pod tir api server va dam bao cac containers up va running.

o kubelet chiu trach nhiém lién lac v&i master node.

o NO ciing lién lac véi eted, dé c6 dugc thong tin vé dich vu va viét chi tiét vé nhing cai
mdi duoc tao ra.

2.2.3 kube-proxy

« Kube-proxy hoat dong nhu mot proxy mang va can bang tai cho mot dich vu trén mot
work node.
e N6 lién quan dén viéc dinh tuyén mang cho cac goi TCP va UDP.

2.2.4 kubectl

« Giao dién dong 1énh dé giao tiép voi API service.
o Gui lénh dén master node.

3. Viét file cAu hinh tao Deployments, pod, services.

3.1 Vi du file Pods.

apiVersion: v1
kind: Pod
metadata:

name: rss-site

labels:
app: web

spec:

containers:

— name: rss-reader
image: nginx:1.10
ports:

— containerPort: 80
volumeMounts:
- name: rss-volume
mountPath: /var/www/html
volumes:

- name: rss-volume

hostPath:
path: /data

« apiVersion: v1: Chi ra phién ban api dang str dung. Hién tai k8s cé pod ¢ phién ban 1



« kind: Pod: : Chi loai file ma ta mudn tao. C6 thé 1a pod, Deployment, Job, Service,.... Tly
theo tirng loai ma cé cac phién ban api khac nhau. Xem thém tai
day: https://kubernetes.io/docs/api-reference/v1.6/
e metadata:: La céc siéu di liéu khi tao pod.
o name: rss-site: Khai béo tén cua pod.
o app: web: Ta bd sung thém nhan label voi key la app va value tuong tng la web.
o spec:: Khai bao cac d6i tuong ma k8s sé xu Iy nhu: containers, volume,...
o containers: Khai bao dbi tuong containers
= name: rss-reader: Tén containers.
= image: nginx:1.10: containers s& duoc build tir image nginx vai tag la 1.10
» ports: Liét ké cac port s& duoc containers expose ra. O day 1a port 80.
= volumeMounts: Chi dinh volume s& dwgc mount vao containers.
= name: rss-volume: Tén volume.
= mountPath: /var/www/html: Volume sé dugc mount vao thu
muc /var/www/html trén containers
o volumes:: Khai bao dbi tuong volume.
= name: rss-volume: Tén volume
= hostPath:: Volume sé sir dung thu muc /data trén may host.

Tai liéu dwoc viét rat ro rang va chi tiét tai dia chi https:/kubernetes.io/docs/api-
reference/v1.6/

3.2 File Deployments

apiVersion: apps/vlbetal
kind: Deployment
metadata:
name: nginx-deployment
Spec:
replicas: 3
template:
metadata:
labels:
app: nginx
Spec:
containers:
- name: nginx
image: nginx:1.7.9
ports:
- containerPort: 80

o apiVersion: apps/vlbetal: Chi ra phién ban api s dung.
o kind: Deployment: Loai file, ¢ day 1a Deployment.
« metadata:: Céc thong tin b6 sung cho deployment nay.
o name: nginx-deployment: Tén deployment.
o spec: Khai bao cac d6i tuogng ma k8s s& xir Iy nhu: containers, volume,...


https://kubernetes.io/docs/api-reference/v1.6/
https://kubernetes.io/docs/api-reference/v1.6/
https://kubernetes.io/docs/api-reference/v1.6/

replicas: 3: 3Pods sé dugc tao ra.

template: Template dinh nghi pod s& duoc tao tir template nay. Céc théng tin
trong muc template twong tng véi phan dinh nghia ¢ File pod & trén. Tao ra
containers tir image nao, xuat ra port nao, co cac labels nao,...

3.3 File Service

apiVersion: v1
kind: Service
metadata:
name: dbfrontend
labels:
name: dbfrontend
spec:
# label keys and values that must match in order to receive traffic for this service
selector:
name: dbfrontend
ports:
# the port that this service should serve on
- port: 5555
targetPort: 3306
type: NodePort
Ta chi tap trung vao cac thong sb:

e selector:
o name: dbfrontend: Binh tuyén traffic dén pod véi cip gia tri nay (name-
>dbfrontend).
e port:

o port: 5555: port s¢ dugc expose bai service.
o targetPort: 3306: Port ma truy cap vao pods. (Gia tri tur 1-65535). (port cua
service trén container).
o type: NodePort: type determines how the Service is exposed. Defaults to ClusterlP.
NodePort s& expose port 5555 trén tat ca cac node (ca cum cluster).

Giai thich thém cac thong s6 trong type:
Trong type c6 3 dang do la:

e ClusterlIP: "ClusterIP" allocates a cluster-internal IP address for load-balancing to
endpoints. Endpoints are determined by the selector or if that is not specified, by manual
construction of an Endpoints object. If clusterIP is "None", no virtual IP is allocated and
the endpoints are published as a set of endpoints rather than a stable IP.

e NodePort: on top of having a cluster-internal IP, expose the service on a port on each
node of the cluster (the same port on each node). You'll be able to contact the service on
any NodelP:NodePort address.



o LoadBalancer: on top of having a cluster-internal IP and exposing service on a NodePort
also, ask the cloud provider for a load balancer which forwards to the Service exposed as
a NodelP:NodePort for each Node.

Cau 1énh vé kubectl

View cluster info

root@master:~# kubectl cluster-info

Kubernetes master is running at https://172.16.69.237:6443

Heapster is running at https://172.16.69.237:6443/api/v1/proxy/namespaces/kube-system/services/heapster
KubeDNS is running at https://172.16.69.237:6443/api/v1/proxy/namespaces/kube-system/services/kube-dns

To further debug and diagnose cluster problems, use 'kubectl cluster-info dump'.
root@master: ~#

List the nodes in cluster:

root@master:~# kubectl get nodes

NAME STATUS AGE VERSION
master Ready 7d v1.6.1
minionl Ready 7d v1.6.1
minion2 Ready 7d v1.6.1
root@master:~#

List all Containers in all namespaces

kubectl get pods --all-namespaces

List Containers filtering by Pod namespace

kubectl get pods --namespace kube-system
Trong d6, kube-system la tén namespace.

List cluster events:

root@master:/opt/heapster/deploy# kubectl get events

LASTSEEN FIRSTSEEN COUNT NAME KIND SUBOBJECT

TYPE REASON SOURCE MESSAGE

3m 3m 1 php-apache-3580908300-x6tmd  Pod Normal
Scheduled default-scheduler Successfully assigned php-apache-3580908300-x6tmd to minion2
3m 3m 1 php-apache-3580908300-x6tmd  Pod spec.containers{php-apache}
Normal Pulling kubelet, minion2 pulling image "gcr.io/google_containers/hpa-example"
2m 2m 1 php-apache-3580908300-x6tmd  Pod spec.containers{php-apache}
Normal Pulled kubelet, minion2 Successfully pulled image "gcr.io/google_containers/hpa-
example"

2m 2m 1 php-apache-3580908300-x6tmd  Pod spec.containers{php-apache}
Normal Created kubelet, minion2 Created container with id

b5ff9a5fe3e47666b78835dd818ea70d989f48121db9806628dc9ch0e0bb0d6e



2m 2m 1 php-apache-3580908300-x6tmd  Pod spec.containers{php-apache}

Normal Started kubelet, minion2 Started container with id
b5ff9a5fe3e47666b78835dd818ea70d989f48121dh9806628dc9ch0e0bb0d6e

3m 3m 1 php-apache-3580908300 ReplicaSet Normal
SuccessfulCreate replicaset-controller ~ Created pod: php-apache-3580908300-x6tmd

List deployments, pods, svc

kubectl get deployments
kubectl get pods
kubectl get svc

Delete nodes

root@master:~# kubectl delete nodes minionl
node "minion1" deleted
root@master:~#

Delete deployments, pods, svc

root@master:~# kubectl delete svc monitoring-grafana --namespace=kube-system
service "monitoring-grafana™ deleted
root@master:~#

Get describe deployments pods, svc,...

root@master:~# kubectl describe deployments php-apache

Name: php-apache

Namespace: default

CreationTimestamp: ~ Wed, 26 Apr 2017 00:01:27 +0700

Labels: run=php-apache

Annotations: deployment.kubernetes.io/revision=1

Selector: run=php-apache

Replicas: 1 desired | 1 updated | 1 total | 1 available | 0 unavailable
StrategyType: RollingUpdate

MinReadySeconds: 0
RollingUpdateStrategy: 1 max unavailable, 1 max surge
Pod Template:
Labels: run=php-apache
Containers:
php-apache:
Image:  gcr.io/google_containers/hpa-example
Port:  80/TCP

Requests:
cpu: 200m
Environment: <none>
Mounts: <none>
Volumes: <none>
Conditions:
Type Status Reason

Available  True MinimumReplicasAvailable
OldReplicaSets: <none>



NewReplicaSet: php-apache-3580908300 (1/1 replicas created)

Events:
FirstSeen  LastSeen Count From SubObjectPath Type Reason Message
5m 5m 1  deployment-controller Normal ScalingReplicaSet Scaled up replica

set php-apache-3580908300 to 1
root@master:~#

Get a shell to the running Container:

kubectl exec -it shell-demo /bin/bash
Trong d6 shell-demo la tén container.

Scale

# Scale a replicaset named 'foo’ to 3.
root@master:~# kubectl scale --replicas=3 rs/foo

# If the deployment named mysqgl's current size is 2, scale mysql to 3.
root@master:~# kubectl scale --current-replicas=2 --replicas=3 deployment/mysq|

auto scale

# Auto scale a replication controller "“foo", with the number of pods between 1
and 5, target CPU utilization at 80%:
root@master:~# kubectl autoscale rc foo --max=5 --cpu-percent=80

Port Forwarding: Forward one or more local ports to a pod.

# Listen on port 8888 locally, forwarding to 5000 in the pod
root@master:~# kubectl port-forward mypod 8888:5000

Expose: Expose a resource as a new Kubernetes service.

# Create a service for an nginx deployment, which serves on port 80 and connects to the containe
rs on port 8000.
root@master:~# kubectl expose deployment nginx --port=80 --target-port=8000

Rollout
kubectl rollout supports both Deployment and DaemonSet. It has the following subcommands:

o kubectl rollout undo works like rollback; it allows the users to rollback to a previous version of
deployment.

# Rollback to the previous deployment
root@master:~# kubectl rollout undo deployment/abc

o kubectl rollout pause allows the users to pause a deployment. See pause deployments.
e kubectl rollout resume allows the users to resume a paused deployment.



o kubectl rollout status shows the status of a deployment.
e kubectl rollout history shows meaningful version information of all previous deployments. See
development version.

o kubectl rollout retry retries a failed deployment. See perm-failed deployments.
Rolling-update

e Note that kubectl rolling-update only supports Replication Controllers.
o Avolling update works by:

@)
a. Creating a new replication controller with the updated configuration.
@)
b. Increasing/decreasing the replica count on the new and old controllers until the
correct number of replicas is reached.
@)

c. Deleting the original replication controller.

/I Update pods of frontend-v1 using new replication controller data in frontend-v2.json.
$ kubectl rolling-update frontend-v1 -f frontend-v2.json

/I Update the pods of frontend-v1 to frontend-v2
$ kubectl rolling-update frontend-v1 frontend-v2 --image=image:v2

/I Update the pods of frontend, keeping the replication controller name
$ kubectl rolling-update frontend --image=image:v2



